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Profile

Senior data platform engineer with 7-+ years of experience designing and operating distributed data systems, batch and
streaming pipelines, and cloud-native platforms. Apache Airflow PMC member, committer, and security team member.
Track record of improving latency, cost, reliability, and developer productivity across Spark, Kubernetes, Kafka, and
lakehouse architectures.

Experience & Open-Source Leadership

Senior Data Engineer Jul 2025 — Present

Datadog Paris, France

e Design and operate large-scale billing data pipelines spanning orchestration, distributed computation, storage, data
quality, and reliability.

e Improve platform scalability, observability, operational efficiency, and developer workflows through technical design,
tooling, reviews, and incident analysis.

Apache Airflow PMC Member, Committer & Security Team Member Apr 2023 — Present

Apache Software Foundation Remote

e Maintain Airflow core, providers, APIs, execution infrastructure, releases, and developer tooling; participate in project
governance and technical direction.

e Review and mentor contributors, support releases, and investigate regressions and security reports. Committer since
Apr 2023; PMC member since Jul 2023.

Senior Data Engineer Jan 2024 — Jul 2025

Voodoo Paris, France

e Built a GDPR-compliant Apache Iceberg lakehouse replacing a legacy Parquet data lake and Redshift warehouse,
reducing model latency by 10x and monthly platform spend by approximately 91%.

e Developed Spark-on-Kubernetes tooling, batched asynchronous inference APIs,; and reusable online/offline feature
pipelines that doubled ML team throughput.

Data Engineer — Senior Data Engineer Oct 2021 — Jan 2024
leboncoin Paris, France

e Built sub-100ms Kafka fraud-detection services and a DynamoDB-based feature store processing more than 1B feature
updates per day.

e Designed an Apache Hudi lakehouse and migrated Spark workloads from YARN/EMR to Kubernetes, reducing
infrastructure cost by 4x while improving latency and GDPR operations.

Data Engineer — Head of Data Jan 2020 — Oct 2021
DatajRisk Paris, France

e Led 2 data engineers and 4 data scientists; designed PySpark/Kafka pipelines and Kubernetes-based lakehouse
workloads for financial, weather, and computer-vision products.

Selected Open-Source Projects

spark-on-k8s — Python tooling for submitting and managing Spark applications on Kubernetes. airflow-duckdb
— Airflow integration for DuckDB. async-batcher — Asynchronous HTTP request batching for lower overhead and
higher throughput.

Technical Skills

Platforms Apache Airflow, Apache Spark, Kubernetes, Kafka, Apache Iceberg, Apache Hudi, dbt
Languages Python, Java, SQL
Architecture Distributed systems, workflow orchestration, batch/stream processing, lakehouse, data lineage

Cloud & tooling AWS, GCP, Docker, Terraform, Helm, FastAPI, gRPC, DynamoDB, Redis

Education

M.S. Data Science, Grenoble INP ENSIMAG, 2019 | M.S. Computer Science, Lebanese University, 2018 | B.S.
Computer Science, Lebanese University, 2017
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